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In	1976,	the	Viking	1	spacecraft	snapped	a	photo	of	a	mesa	in	

the	Cydonia	region	on	Mars	that	looked	like	a	human	face.	A	

few	days	later,	NASA	unveiled	the	image	to	the	public,	noting,	

“The	huge	rock	formation,	which	resembles	a	human	head,	is	

formed	by	shadows	giving	the	illusion	of	eyes,	nose	and	

mouth.”	The	face	became	an	immediate	media	sensation,	appearing	in	films,	TV	shows,	and	

magazines.	A	book	was	published	claiming	that	a	civilization	of	humanoids	had	lived	on	Mars	

and	constructed	pyramids	(Hoagland).	

NASA	scientists,	of	course,	dismissed	the	face	as	an	optical	illusion.	They	did	so	because	they	

knew	that	the	likelihood	of	a	civilization	of	humanoids	living	on	Mars	was	next	to	zero.	It	was	

interesting,	they	thought,	and	fun	to	look	at,	but	of	little	more	than	entertainment	value.	

Nonetheless,	in	part	due	to	the	media	attention	the	image	had	received,	more	pictures	were	

taken	on	subsequent	missions,	from	different	angles	and	with	higher	resolution,	and	ultimately	

a	3-dimmensional	image	of	the	mesa	was	constructed.	In	the	improved	image,	it	does	not	look	

like	a	face	at	all.	

Ironically,	many	of	today’s	scientists	are	seeing	the	equivalent	of	a	face	on	mars	in	their	own	

data.	With	tight	budgets	and	a	competitive	job	market,	they	produce	low-resolution	evidence	

for	claims	that	are	interesting,	we	think,	and	fun	to	talk	about,	but	have	no	value	beyond	

building	the	researcher’s	resume	and	perhaps	generating	some	media	attention.	In	the	rare	

instance	when	someone	goes	back	to	look	at	the	same	phenomenon	again—perhaps	with	
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improved	techniques,	or	different	angles,	as	the	later	images	of	Cydonia	did—the	original	

results	predominantly	don’t	hold	up.	

Ever	since	2005,	when	John	Ioannidis	blew	the	whistle	on	the	widespread	inaccuracy	of	modern	

research	(“Why	Most	Published	Findings	Are	False”),	reports	of	studies	that	are	false,	

misleading,	and/or	irreproducible	have	been	piling	up.	I	will	list	just	a	few	instances	here.	

Follow-up	attempts	by	2	major	pharmaceutical	companies	were	able	to	validate	findings	from	

only	6%	(Begley	&	Ellis)	and	11%	(Prinz	et	al)	of	their	respective	samples	of	“landmark”	cancer	

biology	papers.	A	similar	attempt	to	validate	70	potential	drugs	targets	for	treating	amytrophic	

lateral	sclerosis	in	mice	came	up	with	zero	positive	results	(Scott	et	al).	In	Psychology,	an	effort	

to	replicate	100	peer-reviewed	studies	could	successfully	reproduce	the	results	for	only	39	

(Aarts	et	al).	Most	of	the	available	evidence	of	false	science	is	in	the	fields	of	biomedicine,	

health,	and	psychology,	but	a	recent	survey	of	over	1,500	scientists	from	various	fields	indicates	

that	the	majority	of	scientists	think	that	the	reproducibility	of	research	is	a	problem	(Baker).	

What	originally	began	as	a	rumor	among	scientists	(one	biotech	executive	to	another:	“at	least	

50%	of	published	studies,	even	those	in	top-tier	academic	journals,	can’t	be	repeated	with	the	

same	conclusions	by	an	industrial	lab”	(Osherovich))	has	become	a	heated	public	debate	

gaining	national	attention.	The	“reproducibility	crisis”	has	been	covered	in	nearly	every	major	

newspaper,	discussed	in	TED	talks	and	on	televised	late	night	talk	shows.	

The	responses	to	and	interpretations	of	the	reproducibility	crisis	seem	to	fall	into	2	categories:	
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1) This	is	how	science	works.	Science	is	inherently	uncertain,	and	contradictions	happen	all	

the	time.	The	problem,	therefore,	is	with	people	not	understanding	science.	

2) It’s	not	science.	Rather,	it’s	flawed	science	or	malfunctioning	science.	The	problem,	

therefore,	is	for	science	to	change	its	practices.	

Any	honest	assessment	of	the	conversation	around	reproducibility	must	accept	that	both	

versions	are	happening	at	the	same	time.	Science	is	inherently	uncertain	and	needs	to	change	

its	practices.	In	this	paper,	I	will	discuss	the	two	versions	of	the	reproducibility	crisis	in	turn,	and	

pose	solutions	for	each.	To	help	people	understand	that	irreproducibility	is	part	of	how	science	

works,	I	recommend	science	educators	move	away	from	lectures	and	laboratory	activities	

which	teach	science	as	knowledge.	For	science	to	change	its	practices,	I	suggest	that	

researchers	must	care	about	the	hypotheses	they	pursue,	and	provide	a	framework	for	

evaluating	that.	

THIS	IS	HOW	SCIENCE	WORKS	

If	science	is	functioning	properly,	why	might	the	same	

experiment	yield	one	result	one	day,	and	a	different	result	

another?	

To	understand	this	in	its	most	basic	sense,	it’s	helpful	to	imagine	

the	following	thought	experiment	about	how	to	test	a	theory	of	

gravity.	Aristotle,	who	believes	that	objects	fall	at	a	speed	proportional	to	their	mass	(he	did),	

conducts	an	experiment	by	dropping	a	rock	and	a	feather	at	the	same	time	(there	is	no	
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evidence	this	happened).	The	rock	is	heavier;	the	feather	is	lighter;	the	rock	falls	faster	than	the	

feather.	Does	this	prove	Aristotle’s	theory?	

Now	imagine	Galileo,	who	is	skeptical	of	Aristotle’s	theory	(he	was),	dropping	a	cannonball	and	

a	musketball	at	the	same	time—a	different	way	of	testing	the	same	theory	(there	is	no	

evidence	this	happened).	Although	their	respective	weights	are	very	different,	the	two	balls	hit	

the	ground	at	the	same	time.	This	demonstration	effectively	proves	Aristotle’s	theory	wrong.	

The	most	important	thing	to	note	about	this	thought	experiment	is	not	that	Aristotle	is	wrong	

through-and-through.	Rather,	it	is	the	difference	between	observation	and	conclusion.	

Aristotle’s	observation	is	still	true—indeed,	a	feather	will	fall	more	slowly	than	a	rock	(on	earth	

anyway)—but	this	observation	is	not	generalizable	to	all	objects.	Therefore,	his	conclusion	is	

wrong.	It	is	true	that	the	Cydonia	mesa	looks	like	a	human	face,	but	if	you	were	to	conclude	

that	it	had	been	built	by	Martians,	you	would	be	wrong.	This	thought	experiment	illustrates	the	

shortcomings	of	induction,	whereby	people	attempt	to	extrapolate	from	their	observations	to	

pose	broader	theories.	

Reproducibility	occurs	at	multiple	levels.	Aristotle	and	Galileo’s	reproducibility	problem	

occurred	at	the	between-studies	level	of	reproducibility—their	experiments	were	ostensibly	

testing	the	same	thing,	using	different	subjects.	Randomized	Controlled	Trials	that	yield	effects	

in	one	population	but	not	another	occupy	the	between-studies	level	as	well.	Differences	

between	populations	would	explain	why,	for	example,	a	specific	World	Bank	model	to	improve	
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nutrition	might	work	in	India	but	not	in	Bangladesh.	Nancy	Cartwright	puts	it	quite	simply:	

“things	in	one	setting	may	not	be	what	they	are	in	another”	(Cartwright	984).	

The	between-studies	level	of	reproducibility	also	applies	to	minor	methodological	differences	

between	studies.	In	the	17th	century,	Robert	Boyle’s	air	pump	was	a	crucial	apparatus	for	

investigating	the	nature	of	a	vacuum.	Another	scientist,	Christiaan	Huygens	in	Amsterdam,	built	

his	own	air	pump—one	of	the	only	other	air	pumps	in	the	world	at	that	time—and	produced	a	

phenomenon	where	water	appeared	to	levitate	inside	a	glass	jar	inside	the	air	pump.	He	called	

it	“anomalous	suspension”	of	water.	But	Boyle	could	not	replicate	the	effect	in	his	air	pump,	

and	consequently	rejected	Huygens’	claims.	After	a	substantial	period	of	dispute,	Huygens	

travelled	to	England	to	produce	the	result	on	Boyle’s	own	air	pump,	and	the	issue	was	resolved.	

A	contemporary	parallel	to	Boyle	and	Huygens’	dispute	occurred	between	Mina	Bissell,	breast	

cancer	researcher	at	the	University	of	California	Berkeley,	and	collaborator	Kornelia	Polyak	of	

Harvard	University.	One	tiny	methodological	difference	between	the	two	labs	resulted	in	years	

of	confusion.	The	two	labs	were	unable	to	replicate	each	other’s	fluorescence-activated	cell	

sorting	(FACS)	profiles	in	human	breast	cells.	They	were	eventually	able	to	resolve	the	issue	by	

performing	the	experiments	literally	side-by-side.	Bissell	and	Polyak	found	that	the	results	

depended	on	the	way	in	which	cell	samples	were	agitated—“vigorously	stirring”	compared	to	

“rocking	relatively	gently”	(Hines	et	al,	780)	

Steven	Shapin	and	Simon	Schaffer	write:	“…unless	the	phenomenon	could	be	produced	in	

England	with	one	of	the	two	pumps	available,	then	no	one	in	England	would	accept	the	claims	
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Huygens	had	made,	or	his	competence	in	working	the	pump”	(Shapin	&	Schaffer,	249).	One	

could	say	the	same	about	Bissell	and	Polyak,	which	is	why	neither	lab	was	able	to	proceed	with	

the	research	question	until	they	had	consistent	FACS	profiles.	Shapin	and	Schaffer	take	this	to	

explain	that	scientific	knowledge	is	not	“discovered”	but	rather	constructed	by	social,	political,	

and	cultural	factors.	Be	that	as	it	may,	but	the	central	point	is	that	“much	can	be	learned	

through	open	collaboration	and	persistence”	(Hines	et	al,	780).	

The	above	examples	of	irreproducibility	are	intuitive.	It’s	not	such	a	stretch	of	the	imagination	

to	see	how	different	environments,	organisms,	or	the	minutiae	of	a	complicated	research	

apparatus	could	yield	different	results.	But	inductive	risk	exists	even	within	the	data	of	any	

given	study.	It	has	been	argued	that	the	very	act	of	accepting	or	rejecting	a	hypothesis	based	on	

observed	data	is	a	form	of	induction	(Hempel	1965).	

In	Inductive	Risk	and	Values,	Heather	Douglas	explores	a	1978	study	by	Richard	Kociba	which	

looks	at	the	effect	of	dioxin	(a	chemical)	on	cancer	of	the	liver	in	rats	(Douglas).	The	rats	were	

dosed	with	the	chemical	for	2	years,	then	liver	slides	were	analyzed	to	measure	tumor	growth.	

Because	Kociba’s	study	was	central	to	regulatory	discussions,	the	slides	were	analyzed	3	times,	

and	each	analysis	yielded	widely	varying	results.	In	1978,	20	tumors	were	reported	at	the	

1ng/kg/day	dosage;	in	1980,	27	tumors	were	reported;	in	1990,	9	tumors.	Twenty,	twenty-

seven,	and	nine—and	these	numbers	were	taken	from	precisely	the	same	slides.	Moreover,	

Douglas	reports,	the	1990	analysis	was	performed	by	a	team	of	seven	pathologists	who	had	to	

resort	to	majority-rule	decision	making	when	the	group	couldn’t	agree	on	what	to	count	as	a	

tumor!	
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The	Kociba	slides	illustrate	uncertainty	in	a	given	observation	for	an	experiment.	Brian	Nosek	

and	the	Center	for	Open	Science	conducted	a	comparative	study	which	illustrates	the	

uncertainty	in	statistical	analyses	of	data.	The	data	came	from	a	study	which	asked:	do	soccer	

referees	give	more	red	cards	to	dark-skinned	players	than	light-skinned	ones?	Nosek	and	his	

colleagues	gave	the	same	dataset	to	29	teams	of	analysts	and	had	each	report	an	effect	(the	

analysts	all	knew	that	their	results	would	be	compared	to	others’).	Just	like	Kociba’s	liver	slides,	

the	soccer	data	yielded	different	results—from	precisely	the	same	data.	A	few	teams	reported	

no	difference	between	light-skinned	and	dark-skinned;	a	couple	of	analysts	reported	nearly	a	3-

fold	increase	in	red	cards	for	dark-skinned	players;	and	the	rest	fell	around	a	20-40%	increase	

for	dark-skinned	players	(Silberzahn).	

Ultimately	a	picture	arose	in	which	dioxins	do	have	a	relationship	with	rat	tumors,	and	skin	

color	does	impact	the	likelihood	of	getting	a	red	card.	Each	of	these	examples	represents	

science	functioning	naturally.	Contradictions,	error,	and	uncertainty	are	an	inherent	part	of	the	

scientific	process.	In	this	situation,	the	reproducibility	problem	is	not	a	problem	of	science	

practices,	but	science	education.	

HOW	DOES	SCIENCE	WORK?	

The	idea	that	scientists	can	get	it	wrong—as	straightforward	a	concept	it	may	be—is	difficult	for	

many	people	to	accept	simply	because	it	runs	contrary	to	the	identity	of	science	in	our	society.	

In	part,	this	façade	of	infallibility	has	been	earned	by	a	track	record	of	real	success.	Think	of	the	

banquet	of	technological	advances	we	have	feasted	on	in	the	last	century	alone:	computers,	
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airplanes,	cell	phones,	the	Internet,	satellites,	GPS,	digital	imagery,	nuclear	and	solar	power.	In	

health:	antibiotics,	vaccines,	dialysis,	transplants,	intensive	care,	heart	surgery,	almost	every	

drug	you’ve	ever	heard	of,	and	more.	The	world	is	transformed	by	science,	and	people	live	day	

in	and	day	out	in	constant	interaction	with—and	dependency	on—the	products	of	science.	

And	that’s	the	problem:	we	have	great	familiarity	with	the	products	of	science,	less	with	the	

process	of	science.	Unlike	the	process	of	science,	the	products	of	science	have	no	perceived	

relationship	between	cause	and	effect.	Umberto	Eco	compares	it	to	magic:	“Magic	is	indifferent	

to	the	long	chain	of	causes	and	effects,	and	above	all	does	not	trouble	itself	to	establish	by	

experiment	that	there	is	a	replicable	relation	between	a	cause	and	its	effect”	(Eco,	105).	You	

turn	a	key,	the	car	starts	up.	You	push	a	button,	the	computer	turns	on.	You	take	a	pill,	the	

headache	goes	away.	Gone	are	the	multitude	of	tiny	little	steps,	inferences	and	failures	of	the	

scientific	process.	One	would	hope	that	the	dissonance	between	the	role	of	science	in	society	

(magic)	and	the	iterative	process	of	science	might	be	bridged	in	school.	

Instead,	science	education	pours	knowledge	into	young	people’s	brains	like	custard	into	a	sieve.	

It	is	a	great	irony	that	science,	the	tool	which	liberates	individuals	from	the	shackles	of	received	

wisdom,	should	be	taught	to	its	pupils	in	the	form	of—you	guessed	it—received	wisdom.	

Lectures	are	the	hallmark	of	received	wisdom,	and	tests	measure	the	amount	of	content	from	

the	lectures	that	have	been	retained	by	the	student.	Not	only	does	this	miss	the	crucial	element	

of	scientific	process,	but	lectures	and	tests	aren’t	particularly	good	vehicles	for	retaining	

knowledge	anyway.	Under	this	method	of	delivery	and	evaluation	of	knowledge,	students	

agonize	“over	whether	or	not	they	can	guess	the	expectations	of	the	instructor”	(Roth	&	Lee,	
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41),	merely	“going	through	the	motions	of	learning	without	being	intellectually	engaged”	

(Aikenhead	29).	

Science	laboratory	activities	also	seem	to	miss	the	mark	on	scientific	inquiry	and	process.	

Science	labs	are	predominantly	consumed	by	“technical	and	manipulative	details”	(Hofstein	and	

Lunetta	31),	“practical	work”	(Abrahams	and	Millar)	or	“craft	skills”	(Delamont	326).	Robin	

Millar	observes:	“The	aim	is	simply	to	produce	the	phenomenon.	The	purpose	of	the	task	is	to	

get	things	to	work	as	expected”	(Millar	24).	Even	at	the	college	level,	“The	professor	does	

examples	the	‘right	way’	and	we	are	to	mimic	this	as	accurately	as	possible….	Science	is	made	

“into	a	craft,	like	cooking,	where	if	someone	follows	the	recipe,	he	or	she	will	do	well”	(Tobias).	

Similarly,	Linn	&	Palmer	found,	“Many	expect	scientific	research	to	mimic	their	college	

laboratory	experiments.	Others	are	unprepared	for	the	failure	rate	in	independent	research”	

(Linn	&	Palmer,	627).	

School	labs	conducted	in	this	way	also	open	the	door	for	sloppiness	and	misconduct.	Consider	

the	following	statement	from	an	undergraduate	student:	

“Given	an	experiment	to	conduct,	usually	with	ideal	results	easily	predicted,	

most	students’	goal	is	to	get	the	'answer'	and	leave.	With	the	experimental	

results	rarely	(if	ever)	holding	true	to	the	ideal,	some	students	take	it	upon	

themselves	to	'correct'	the	mistake	by	changing	the	data,	rather	than	risk	being	

told	to	repeat	the	experiment;	they’re	more	concerned	with	the	red	number	on	
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the	top	corner	of	the	page	than	with	those	in	the	excel	spreadsheet	boxes."	

(Horton)	

This	is	cheating,	it	is	true,	but	I	myself	remember	the	mindset	in	my	own	undergraduate	

chemistry	labs.	It	often	felt	like	labs	were	evaluated	based	on	whether	we	understood	what	the	

data	was	supposed	to	look	like.	There	was	a	fine	line	between	cheating	and	simply	letting	the	

professor	know	that	we	knew	what	it	should	have	been.	

Even	when	lab	experiments	go	well,	and	the	predicted	results	are	obtained,	students	come	

away	with	the	false	conclusion	that	they	have	proved	the	phenomenon	in	question.	Harry	

Collins	writes:	“Science	education	in	the	classroom	continually	misleads	our	future	citizens	by	

making	it	seem	as	though	an	hour’s	work	at	the	bench	can	accomplish	a	level	of	certainty	that	

took	half-a-century	to	achieve	in	real	life”	(Collins,	170).	Whether	it	is	a	single	demonstration	in	

a	lab,	or	a	historical	anecdote	of	scientific	“discovery,”	the	implied	leap	from	observation	to	

conclusion	is	one	that	Eco,	again,	likens	to	magic:	“…knowledge	transmitted	by	schools	is	often	

deposited	in	the	memory	like	a	sequence	of	miraculous	episodes:	Madame	Curie	who	comes	

home	one	evening	and	discovers	radioactivity	thanks	to	a	mark	on	a	sheet	of	paper,	Dr.	Fleming	

who	glances	absently	at	some	mold	and	discovers	penicillin,	Galileo	who	sees	a	lamp	swaying	

and	suddenly	discovers	everything,	even	that	the	world	rotates…”	(Eco,	109).	

Some	observers	conclude	that	science	education	even	instills	a	kind	of	religious	reverence	in	its	

pupils.	For	laboratories	“in	the	teaching	context,”	Millar	writes,	“producing	the	phenomenon	is	

also	a	kind	of	ritualized	display	of	the	power	of	scientific	knowledge	involved”	(Millar,	26).	The	
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religious	metaphor	was	also	articulated	by	Sara	Delamont,	who	calls	the	Bunsen	burner	the	

“Sacred	Flame	of	Science,”	and	likens	the	school	laboratory	experiments	to	a	powerful,	

mysterious,	and	dangerous	ceremony	(Delamont	et	al).		

By	these	accounts,	science	in	the	classroom	and	in	the	laboratory	seem	just	as	magical	as	the	

technology	that	surrounds	us	in	the	world	at	large.	The	one-way	transfer	of	knowledge	from	

teacher	to	learner	not	only	fails	to	deliver	said	knowledge	in	a	lasting	way,	but	also	creates	the	

false	conception	that	“science”	equals	facts	to	be	memorized.	The	practical	and	borderline	

religious	laboratory	activities	fail	to	distinguish	proof	from	evidence.	They	develop	habits	of	

thinking	in	binaries:	information	is	true	or	false;	fact	or	fiction;	answers	are	correct	or	incorrect.	

These	misunderstandings—in	future	citizens	and	in	future	scientists—lay	the	groundwork	for	

the	reproducibility	crisis.	

IT’S	NOT	SCIENCE	

On	May	8,	2016,	the	HBO	late-night	talk	show	host	John	Oliver	played	a	series	of	news	clips	

reporting	on	laughable	scientific	claims,	and	said:	“All	that	ridiculous	information	can	make	you	

wonder,	‘Is	science	bullshit?’	To	which	the	answer	is	clearly,	‘no,’	but	there	is	a	lot	of	bullshit	

currently	masquerading	as	science.”	

With	this	outlook,	Oliver	draws	a	line	in	the	sand	between	“science”	and	“bullshit,”	declaring	

that	the	media	and	consumers	need	to	do	a	better	job	at	telling	them	apart.	This	binary	view	

has	been	used	by	many	science	educators	trying	to	improve	public	understanding	of	science	in	

the	modern	landscape,	including	Ben	Goldacre	in	his	book,	Bad	Science,	and	Sherry	Seethaler	in	
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Lies,	Damned	Lies,	and	Science.	Oliver,	Goldacre,	and	Seethaler	each	hold	“science”	in	one	

hand,	and	“bullshit,”	“bad	science,”	or	“lies”	in	the	other,	challenging	their	audience	to	

decipher	between	the	two.	For	this	paper,	I	will	simply	call	them	“science”	and	“not	science.”	

	

Extreme	versions	of	“not	science”	are	relatively	easy	to	spot.	These	are	generally	claims	that	

use	scientific	terms	and	ideas,	but	don’t	fit	into	any	of	the	prevailing	scientific	paradigms.	

Homeopathy	pills,	for	example,	claim	a	therapeutic	effect	by	administering	low	doses	(it’s	not	

uncommon	to	see	30C	–	200C	dilutions	available)	of	a	substance	that	allegedly	caused	a	

patients’	sickness.	“Low	doses”	is	an	understatement.	To	emphasize	the	preposterousness	of	

the	theory,	Ben	Goldacre	writes,	for	a	30C	or	1	in	1060	dilution,	“Imagine	a	sphere	with	a	

diameter	of	ninety	million	miles	(the	distance	from	the	Earth	to	the	sun).	It	takes	light	eight	

minutes	to	travel	that	distance.	Picture	a	sphere	of	water	that	size,	with	one	molecule	of	

substance	in	it”	(Goldacre,	35).	In	such	a	dilution,	it	is	astronomically	unlikely	that	a	single	

molecule	of	the	original	substance	would	appear	in	any	of	the	pills	manufactured	in	the	world.	

None	of	the	claims	behind	homeopathy	have	ever	been	supported	by	a	peer-reviewed,	

published	scientific	study	or	clinical	trial—and	it	is	here	that	the	boundaries	that	define	

“pseudoscience”	break	down.	For	many	of	us	trying	to	probe	into	the	substance	behind	

pseudoscientific	claims,	the	presence	or	absence	of	peer-reviewed,	published	research	is	often	

meaningful	enough	to	distinguish	“science”	from	“not	science.”	Peer-reviewed	publications,	
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after	all,	rise	above	one	individual’s	opinion	in	many	ways.	They	represent	a	body	of	scientists	

who	form	an	army	of	belief,	not	to	mention	evidence,	which	is	difficult	for	anyone	not	directly	

involved	in	the	field	to	dispute.	Bruno	Latour	calls	it	the	“fortification	of	research.”	He	writes,	

“attacking	a	paper	heavy	with	footnotes	means	that	the	dissenter	has	to	weaken	each	of	the	

other	papers”	(Latour,	33),	not	to	mention	the	many	authors,	journal	editors,	and	peers	who	

approved	the	claim.	Thus,	peer-reviewed	journals	have	become	the	cultural	gatekeepers	for	

scientific	credibility.	

Not	anymore.	When	the	editors-in-chief	of	the	world’s	most	respected	scientific	journals	come	

out	with	statements	like	this,	we	have	to	rethink	the	authority	of	peer-reviewed	publication:	

“Much	of	the	scientific	literature,	perhaps	half,	may	simply	be	untrue.	Afflicted	

by	studies	with	small	sample	sizes,	tiny	effects,	invalid	exploratory	analyses,	and	

flagrant	conflicts	of	interest,	together	with	an	obsession	for	pursuing	fashionable	

trends	of	dubious	importance,	science	has	taken	a	turn	towards	darkness.”											

-Richard	Horton,	editor-in-chief	of	The	Lancet	

“It	is	simply	no	longer	possible	to	believe	much	of	the	clinical	research	that	is	

published,	or	to	rely	on	the	judgment	of	trusted	physicians	or	authoritative	

medical	guidelines.”	-Marcia	Angell,	editor-in-chief	of	The	New	England	Journal	

of	Medicine	
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Remember,	these	statements	are	coming	from	the	chief	editors	of	the	journals	themselves.	If	

research	published	in	top-tier	peer-reviewed	journals	doesn’t	constitute	science,	what	does?	

A	NEW	SCIENCE	

The	reproducibility	crisis	is	like	cancer:	diverse,	multifaceted,	and	evolving.	Its	complexity	

reflects	the	organism	it	plagues.	Consequently,	seeking	a	single	solution	to	the	reproducibility	

crisis	is	as	futile	as	the	search	for	a	cure-all	for	cancer	was	in	the	1970s,	and	will	likely	produce	

treatments	as	blunt	as	chemotherapy.	(This	is	not	to	say	that	chemotherapy,	or	across-the-

board	scientific	reform,	is	altogether	useless.	Just	that	we	can	do	better)	

Thus,	I	argue	that	the	binary	distinction	between	“science”	and	“not	science”	is	insufficient	as	a	

framework	to	address	the	reproducibility	crisis.	However	nuanced	the	spectrum	between	the	

two	may	be,	such	a	one-dimensional	view	of	science	fails	to	explain	what	is	going	on.	

Several	alternatives	for	defining	and	categorizing	science	(rather,	sciences)	have	been	

proposed.	Ian	Hacking,	building	upon	the	ideas	of	historian	A.C.	Crombie,	suggested	parsing	the	

sciences	into	“styles	of	scientific	thinking.”	His	styles	include	math,	experimental	science,	

hypothetical	modeling,	taxonomy,	statistics,	and	genetics.	Hacking	acknowledges	that	these	

styles	of	thinking	cross	over	between	various	scientific	fields,	especially	statistical	thinking,	

which	“is	now	used,	in	various	guises,	in	every	kind	of	investigation”	(Hacking).	These	categories	

help	understand	the	mechanisms	behind	technical	inconsistences	like	the	Boyle-Huygens	and	

Bissell-Polyak	disputes	(experiment),	compared	to	the	inductive	leap	from	one	setting	to	

another	(hypothetical	modeling),	compared	to	illusions	in	the	data	(statistics).	
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In	his	1972	article,	Science	and	Trans-Science,	physicist	Alvin	Weinberg	proposed	a	different	

distinction	within	the	sciences:	“trans-science,”	a	third	category	which	sits	somewhere	between	

“science”	and	“not	science.”	Referring	to	Weinberg’s	ideas,	Daniel	Sarewitz	writes,	“If	

traditional	sciences	aim	for	precise	and	reliable	knowledge	about	natural	phenomena,	trans-

science	pursues	realities	that	are	contingent	or	in	flux”	(Sarewitz,	25).	“Traditional	science”	

includes	chemistry	and	physics	experiments	that	measure	deterministic	effects	for	objects	of	

study	that	can	be	unambiguously	characterized.	“Trans-science”	encompasses	the	study	of	

complex	systems,	and	“weaves	back	and	forth	across	the	boundary	between	what	is	and	what	

is	not	known	and	knowable”	(Weinberg,	9).	These	are	phenomena	for	which	scientific	evidence	

can	provide	at	best	an	approximation	of	reality.	When	accurate,	approximations	are	still	hugely	

valuable—and	should	still	be	considered	“science”—but	they	belong	in	a	different	epistemic	

category	from	traditional	science.	

Deborah	Mayo	adapts	Weinberg’s	conception	of	trans-science	slightly,	preferring	the	term	

“meta-science”	instead.	Weinberg	seems	to	place	trans-science	“outside	of	science	proper”	

(Mayo,	256),	where	Mayo’s	meta-science	remains	within	science.	For	Weinberg,	trans-science	

addresses	questions	“which	cannot	be	answered	by	science”	(Weinberg,	1),	to	which	I	add,	

“which	cannot	be	answered	[only]	by	science.”	This	is	similar	to	Mayo’s	view,	but	I	prefer	to	

emphasize	that	the	3	categories	are	separate	(traditional	science,	trans-science,	and	not-

science/pseudoscience),	as	opposed	to	lumping	meta-science	under	the	same	umbrella	as	

deterministic	science.	
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Traditional	science	asks	whether	the	feather	falls	more	slowly	than	the	rock,	and	subsequently	

about	the	nature	of	gravity.	Trans-science	asks:	if	I	drop	this	feather	just	so,	from	a	height	of	X	

and	at	an	angle	of	Y,	when	there	is	a	slight	southwest	breeze	and	twelve	seagulls	circling	

overhead,	how	confident	am	I	that	it	will	land	within	a	5x5	foot	area	at	location	Z?	

While	predictions	can	be	very	useful	when	applied	to	weather,	diseases,	earthquakes,	and	the	

economy—many	are	hopeless,	which	can	explain	a	large	proportion	of	irreproducible	scientific	

studies.	Multiple	regression	analysis,	one	of	the	most	prevalent	statistical	tools,	was	attacked	

by	Steven	Klees	in	2008:		

“If	the	assumptions	hold	true,	then	regression	coefficients	are	accurate	

estimators	of	causal	impact.	However,	in	the	real	world	there	are	always	

multiple	failures	of	the	assumptions.	Regression	analysis	theory	does	talk	about	

the	failure	of	one	assumption	at	a	time	but	offers	no	guidance	as	to	how	

inaccurate	the	resulting	regression	coefficients	are	under	real	world	

misspecification	conditions….	good	regression	analysis	practice	is	simply	not	

possible”	(Klees,	310,	312).	

Big	data,	another	popular	trend	in	academic	research,	has	also	been	called	into	question:	“Big	

data…	casts	science	into	a	sea	of	data	with	few	constraints	on	where	it	might	drift…”,	the	

results	of	which,	as	Ioannidis	pointed	out	in	his	2005	article,	are	“most	likely	spurious”	(Sarewitz	

31).	
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I	am	not	willing	to	allow	that	all	regression	analysis	is	hopeless,	or	that	big	data	has	zero	

benefit,	but	I	do	think	the	risks	of	such	tools	should	be	taken	into	serious	consideration	when	

allocating	research	funding	and	objectives.	Trans-science	and	traditional	science	operate	on	

different	levels	of	inductive	risk,	which	needs	to	be	taken	into	account	when	deciding	what	to	

research	and	how.	

Distinguishing	between	science	and	trans-science	is	a	useful	way	to	wrap	your	head	around	the	

reproducibility	crisis—but	only	if	you	have	some	understanding	of	statistical	thinking	and	

probability.	One	crucial	idea	is	overlooked	in	all	levels	of	science—from	education	to	the	media	

to	research	itself—is	uncertainty.	Navigating	a	landscape	of	evidence	with	varying	levels	of	

uncertainty	may	be	the	key	to	understanding	the	reproducibility	problem.	

It	is	notable,	then,	that	uncertainty	is	pretty	much	absent	in	science	education.	In	the	preface	of	

his	book,	Goldacre	writes,	“At	school	you	were	taught	about	chemicals	in	test	tubes,	equations	

to	describe	motion,	and	maybe	something	on	photosynthesis…	in	all	likelihood	you	were	taught	

nothing	about	death,	risk,	statistics,	and	the	science	of	what	will	kill	or	cure	you.”	In	essence,	

Goldacre	is	talking	about	trans-science,	the	methods	of	which	were	founded	in	epidemiology.	In	

another	essay,	Goldacre	continues:	“Given	the	power	of	epidemiological	methods	in	the	

assessment	of	human	experience	and	endeavour,	and	its	implicit	role	in	so	many	discussions	

and	decisions	at	the	core	of	the	everyday	lives	of	all	people,	one	might	ask	whether	the	subject	

should	now	be	introduced	as	an	obligatory	part	of	the	general	science	curriculum	in	secondary	

schools.	We	think	so”	(Fine	et	al).	I	agree.	
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On	top	of	adding	an	epidemiology	and	statistical	tools	element	to	secondary	school,	I	would	

reframe	the	teaching	of	all	subjects	around	a	new	goal:	judgment,	as	opposed	to	knowledge.	

Judgment	is	the	true	liberator	from	received	wisdom,	and	judgment	is	the	cornerstone	of	

scientific	practice	as	well	as	scientific	understanding.	Melissa	Lane	draws	the	distinction	clearly:	

“I	use	the	term	‘judgment’	advisedly	to	denote	an	epistemic	state	distinct	from	

knowledge…”	(Lane,	98).	“A	judgment…	is	the	assessment	of	someone	who	is	

inquiring	into	what	she	should	decide	or	do….	Citizens	in	many	real-life	scenarios	

do	not	need	merely	or	primarily	to	choose	between	rival	experts	or	to	root	out	a	

few	obvious	frauds.	Rather,	they	need	to	decide	how	to	assess	and	use	what	the	

spectrum	of	scientific	expertise	on	a	given	issue	reveals,	a	broader	problem	

which	is	likely	to	be	accompanied	by	the	need	to	cope	with	multiple	levels	of	

uncertainty.”	(Lane,	104)	

Lane	thus	defines	judgment	as	symbiotic	with	the	assessment	of	levels	of	uncertainty—both	of	

which	are	embedded	in	statistical	thinking.	

ENOUGH	ABOUT	TRUTH.	DO	I	EVEN	CARE?	

Given	the	widespread	and	repeatedly	

reinforced	tendency	to	view	all	science,	

including	trans-science,	through	a	binary	

and	absolutist	lens,	how	can	we	move	
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towards	a	more	holistic	understanding	of	uncertainty?	

In	2013,	Jonathan	Schoenfeld	and	John	Ioannidis	published	an	article	in	American	Journal	of	

Clinical	Nutrition	titled,	“Is	everything	we	eat	associated	with	cancer?	A	systematic	cookbook	

review.”	In	the	review,	Ioannidis	and	Schoenfeld	randomly	selected	50	ingredients	from	a	

cookbook,	and	combed	the	epidemiology	literature	for	published	articles	claiming	an	

association	between	those	ingredients	and	any	form	of	cancer.	40	of	the	ingredients	were	

associated	with	published	epidemiology	studies	claiming	an	increased	or	decreased	risk	of	

cancer.	The	ingredients	ranged	from	wine	to	carrots	to	bacon	to	eggs	to	coffee.	In	most	cases,	

multiple	studies	about	the	same	ingredient	produced	contradicting	results.	From	a	layperson’s	

perspective,	one	day	science	says	coffee	cures	cancer,	another	day	it	says	coffee	causes	cancer!	

As	John	Oliver	put	it:	“If	I	were	to	tell	you	about	each	of	those	studies	in	isolation,	at	some	point	

you	might	reasonably	think,	well,	‘no	one	knows	anything	about	what	causes	cancer’—and	that	

is	a	problem,	because	that’s	the	sort	of	thing	that	enabled	tobacco	companies	for	years	to	

insist,	‘the	science	isn’t	in	yet.’”	

Indeed,	in	some	circumstances,	doubt	is	a	dangerous	product.	On	the	other	hand,	skepticism	is	

a	quality	lacking	in	science	media,	and	it	is	totally	reasonable	to	conclude	that	nobody	knows	

anything	about	whether	coffee,	for	instance,	causes	cancer.	And	the	difference	between	the	

evidence	around	coffee	and	the	evidence	around	cancer	is	not	that	complicated.	It	does,	

however,	transcend	the	binary	view	of	“science”	vs.	“not-science.”	Herein	lies	the	answer	to	

Oliver’s	problem.	
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As	an	exercise,	I	offer	a	small	but	significant	addition	to	the	one-dimensional	spectrum	between	

science	and	not-science:	a	2-dimensional	chart	that	measures	effect	size	with	level	of	certainty.	

The	resulting	image	resembles	a	funnel	plot.	

	

This	plot	can	be	applied	to	any	potential	effect:	dioxin	on	rat	liver	tumors,	skin	color	on	number	

of	red	cards,	vitamin	pills	and	common	colds—you	name	it.	The	first	important	thing	to	note	is	

there	are	now	two	axes,	one	being	the	strength	of	the	effect	and	the	other	level	of	certainty.	

Second,	the	objective	here	is	not	necessarily	truth,	but	how	much	we	care.	This	is	a	visualization	
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of	judgment,	not	of	knowledge.	The	exercise	makes	no	pretense	of	being	objective.	It	is	very	

much	subjective.	But	it	is	also	based	on	evidence.	

Let’s	start	with	smoking.	Think	of	everything	you’ve	heard	about	smoking	and	cancer.	Perhaps	

you	review	some	of	the	evidence.	Maybe	someone	tells	you	about	Doll	&	Hill’s	case-control	

study	in	1948	that	was	almost	identical	to	Wynder	and	Graham’s	from	that	same	year.	Maybe	

you	heard	about	the	epic	1964	“bombshell”	of	a	literature	review	that	put	the	pressure	on	

tobacco	companies.	Maybe	your	mom	told	you	not	to	smoke.	Maybe	you	saw	the	

advertisements.	Think	of	all	this,	and	then	choose	a	location	on	the	plot	that	represents	both	

the	effect	you	think	smoking	has	on	health,	and	the	level	of	certainty	you	have	about	that.	

I	imagine	most	of	us	would	put	smoking	somewhere	in	the	middle	to	upper-left	of	the	left	

quadrant	(“negative	effect”	meaning	effect	on	human	health,	not	on	cancer	growth).	If	you	are	

a	smoker,	you	are	around	25	times	more	likely	to	get	lung	cancer	than	a	non-smoker,	which	is	a	

lot,	but	it’s	also	not	the	same	thing	as	certain	death.	For	me,	this	is	still	a	life	changer.	I	go	out	of	

my	way	to	not	smoke.	But	for	others,	it	might	be	different.	

Now	do	the	same	thing	with	coffee.	Perhaps	you	pull	out	Ioannidis’	meta-analysis	and	look	at	

the	studies	reporting	increased	and	decreased	risks	with	drinking	coffee.	You	would	notice	that,	

on	the	one	hand,	all	the	studies	taken	together	average	out	to	an	effect	close	to	nothing.	And	

on	the	other	hand,	none	of	the	individual	reported	effects	are	that	strong	anyway.	Between	

that,	and	the	fact	that	our	culture	still	holds	coffee	harmless	for	the	most	part,	I	would	put	

coffee	somewhere	in	the	middle	of	the	X	axis,	and	maybe	a	quarter	of	the	way	up	the	Y	axis.	
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When	it	comes	to	the	relationship	between	coffee	and	cancer,	the	conclusion	is:	I	don’t	care.	It	

sounds	childish,	but	at	what	point	will	we	finally	throw	up	our	hands	and	stop	using	

epidemiology	to	study	the	relationship	between	coffee	and	cancer?	I	seriously	would	like	every	

research	scientist	to	do	this	exercise	for	whatever	hypothesis	they	are	developing	for	their	next	

paper.	For	an	untested	research	hypothesis,	simply	replace	“certainty”	with	“likelihood	of	being	

true”	on	the	Y	axis.	Hopefully,	of	course,	most	hypotheses	will	end	up	mattering	to	the	

researchers,	in	which	case	I	encourage	them	to	do	everything	within	their	power	to	bump	their	

theory	up	as	far	as	it	can	go	on	the	certainty	axis.	

In	a	sense,	I	am	echoing	Sarewitz,	who	calls	for	a	system	that	“…will	incentivize	scientists	to	

care	about	the	problems	more	than	the	production	of	knowledge”	(39).	For	Sarewitz,	the	

incentivizing	agent	is	technology	(in	the	broadest	sense	of	the	word).	For	me,	it	is	part	

technology,	part	certainty;	part	outcome,	part	likelihood	of	being	true.	The	result	of	researchers	

adopting	this	framework	would	hopefully	be	a	concentration	of	effort:	tiny	inconsequential	or	

unsubstantiated	hypotheses	get	tossed	aside,	and	more	focus	is	applied	to	hypotheses	which	

matter	more,	to	increase	our	level	of	certainty	about	those	effects.	

Perhaps	the	biggest	problem	embodied	in	the	reproducibility	crisis	is:	for	many,	many	studies,	

the	scientific	claims	put	forward	will	never	be	worked	out,	because	nobody	will	ever	go	back	

and	try	to	validate	them.	Why?	Because	they	don’t	matter.	No	one	cares.	They	have	no	
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consequence	on	any	actionable	aspect	of	human	existence.	The	question	that	follows	is	not	

whether	the	studies	are	true,	but	why	anyone	bothered	to	do	them	in	the	first	place.	
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